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Detecting all kinds of intrusions efficiently requires a global view of the monitored net-

work. Built to increase the security of computer networks, traditional IDS’s are unfortu-

nately unable to give a global view of the security of a network. To overcome this

situation, we are developing a distributed SOC (Security Operation Center) which is able

to detect attacks occurring simultaneously on several sites in a network and to give a global

view of the security of that network. In this article, we present the global architecture of

our system, called DSOC as well as several methods used to test its accuracy and

performance.

ª 2008 Elsevier Ltd. All rights reserved.
1. Introduction named DSOC to overcome the limitations of centralized sys-
Two aspects are to be taken into account when ensuring

network security: protection and supervision. Protection is

composed of hardware, software and security policies

that must be pursued. Even the best protection is always

vulnerable to attacks due to unknown security bugs. The

network configuration is constantly changing, thus increas-

ing the possibility of creating security holes. In order to

help security administrators, IDS have been developed,

but they have several drawbacks: insufficient detection

rates, too many intrusions detected or missed (Cuppens,

2001). Moreover, basic IDSs have insufficient information

to detect complex intrusions like distributed or coordinated

attacks.

On the basis of our latest research work which presented

a centralized Security Operation Center (SOC) called SOCBox

(Ganame et al., 2006), we are developing a distributed one
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tems on intrusion detection on wide networks.

The SOCBox is quite different from an IDS. It gathers data

from a wide range of sources (IDS, IPS, firewall, router, work-

station, etc.) and therefore has a global view of the security

of the network. Its analysis engine is able to correlate all

messages generated by all the network components and find

patterns of intrusion.

With DSOC, on any network site, a local detection engine

analyzes the data collected by one or several collection boxes

to find intrusion patterns. Afterwards, all the generated alerts

are processed by a global intrusion detection engine to find

more complex intrusions and to give a global view of the

network security.

The rest of the paper is structured as follows: Section 2

describes some drawbacks of centralized security systems

collecting data from remote sites and explains why distrib-

uted systems are needed. Section 3 focuses on the description
.
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of the global architecture of our distributed system (the

DSOC). In Section 4, presents our experiments results. Section

5 will be devoted to the related work and will be followed by

a conclusion.
2. Needs for a distributed SOC

Our centralized SOCBox has some limitations: in addition to

the fact that it was designed with a unique analyzer, giving

a single point of failure, its performance evaluation (Ganame

et al., 2006a). Ganame et al. (2006b) showed that its detection

capability can decrease under a strong attack or with high

traffic. Another drawback of the SOCBox is its inability to de-

tect intrusions on a remote site in case of failure of the com-

munication link between the site where the SOCBox is

located and a remote site. Moreover, when the monitored

network grows and we have to add several new sensors, the

performance of the SOCBox can decrease.

These problems are common to all centralized security

systems collecting data from remote sites.

2.1. Single point of failure

One of the principal drawbacks of a centralized SOC is its cen-

tralized architecture which induces a single point of failure.

This situation increases the probability of denial of service

which can decrease the global performance of the SOC.

In order to ensure continuous operation, two or more SOCs

can be used in failover mode, but that does not ever resolve

the scalability problem or the decreasing performance under

strong attacks.
Fig. 1 – Isolation attack of a site ma
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2.2. Communication link breaking in a multi-site
network

For a centralized SOC to be able to manage sensors located on

several sites, it is necessary to install VPN links between these

sites and the one where the centralized SOC is located. One of

the major drawbacks of this approach is that when a strong at-

tack occurs on a site, the redirection of the logs (or the alerts)

towards the centralized SOC can generate a large data flow

which can break the communication link between the con-

cerned site and the SOC. This prevents intrusion detection

on the attacked site.

The scenario to verify the behavior of a centralized SOC

when it manages several sites and when a strong attack oc-

curs on one of them is described below. We named this attack

‘‘isolation attack of a site’’. A centralized SOC (the SOCBox in

this test) manages the security of some critical sensors located

on a network composed of 3 sites A, B and C (Fig. 1).

The SOCBox is installed on site A and the sensors located

on the other sites send their logs to it through a VPN link.

After a scan of the network, a hacker sees open ports on

sensors located on site B and decides to hack this site (his pur-

pose is to steal data). Using a traffic generator, he floods the

sensors with data containing the signatures of real attacks

in order to break down any possible IDS installed on the site.

The goal of this operation is to camouflage his intrusion.

After a few minutes’s flood, the hacker launches an attack

on site B. He compromises a sensor and steals data. After that,

he erases his actions on the logs of the compromised sensor.

During this attack, when the flood occurs, the attacked

sensors generate large quantity of logs which are redirected

towards the SOCBox. Due to the high data flow sent towards
naged by a centralized SOCBox.
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the SOCBox, the VPN link is saturated and the communication

link between site B and site A goes down.

The network administrator notices the interruption of the

VPN link and restores it. But, because the SOCBox does not re-

ceive all the logs coming from the compromised site, it cannot

determine if the intrusion in site B was successful or not.

Thus, the security administrator cannot conclude that data

is stolen.
2.3. Limitation of a centralized SOC when operating on
a single site

The goal of this test is to check the limitation of centralized

SOCs when they manage a single site where a strong attack

occurs. In other words, we try to answer the question ‘‘Is a cen-

tralized SOC able to continue to detect intrusions when it re-

ceives a high data flow?’’.

We use the SOCBox as a centralized SOC in this test which

consists in flooding some sensors on a network with a high

data flow composed of Pings with large ICMP data (50000 bytes

each one) and to initiate a Nikto attack (Puppy, 2006) against

one of the sensors (a web server). The goal is to check if the

SOCBox is able to detect the Nikto intrusion.

The experiment is carried out by sending data to the SOC-

Box using two methods, namely:

1 Sending log to the SOCBox via a network packet sniffer

(Snort in this test).

2 Sending log to the SOCBox via syslog.

The host characteristics are

Victims: PIII, 450 MHz, 256 MB of RAM

The SOCBox and Snort: PIII, 450 MHz, 256 MB of RAM

Attacker: PIV, 1.73 GHz, 512 MB of RAM.
Fig. 2 – Using a network packet sniffer (
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2.3.1. Using a network packet sniffer (Snort) to send data to
the SOCBox
When sniffing data in the network (Fig. 2), Snort generates

a great quantity of log and sends it to the SOCBox.

At 1 million Pings, Snort generates 4 GB of log and is unable

to send the log to the SOCBox (the Snort host has not enough

memory to continue).

2.3.2. Using syslog to send data to the SOCBox
When the SOCBox receives events coming from the sensors

(Fig. 3), it automatically analyzes them and records them on

the hard disk only when they match security rules defined

by the security administrator. Because we configured the SOC-

Box so that it ignores the Pings, it only records events about

the Nikto attack. Thus, from 0 to 1.8 million Pings, the SOCBox

records 500 kB of data each time the Nikto attack is launched.

Over 1.8 millions Pings, the SOCBox is unable to detect the in-

trusions, due to the fact that it uses a great quantity of

memory.

2.3.3. Memory usage
The memory usage of the SOCBox and Snort during this test is

shown in Fig. 4. We notice that when a network packet sniffer

is used to forward logs to the SOCBox, the performance of the

SOCBox is closely related to the capacity of this packet sniffer

to forward the logs. When this packet sniffer is down, the

SOCBox cannot detect anything.
2.4. Bandwidth usage when the SOCBox gathers data
from remote sensors

In this test (Figs. 5 and 7), we successively flood one sensor,

two sensors, and four sensors installed on a remote site which

forward their logs to a centralized SOCBox located on another

site. The goal is to measure the bandwidth usage induced by
Snort) to send data to the SOCBox.

al security architecture for intrusion detection on computer
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data redirection towards the SOCBox when a strong attack

occurs.

In the first part of the test, we flood a sensor by sending it 2

million Pings, each with packets of 1460 bytes (via IP-Traffic,

Zti-Telecom, 2005). Then we observe the bandwidth usage

when logs are forwarded to the SOCBox located on the remote

site. The two sites are connected using two Cisco 2600 routers

with a 25 Mbps link.

In the second part of this test, two sensors installed on the

same site are flooded simultaneously by sending each 2 mil-

lion Pings with 1460 byte packets. These sensors forward their

logs to the SOCBox located on another site. In the third part of

this test, 4 sensors are used in the same conditions as in the

second part of the test.

2.4.1. The sensors send their logs to the remote SOCBox
via syslog
When flooding the sensors for 30 min (Fig. 5), we notice a sta-

bilization of the bandwidth usage around 12 Mbps (with 1 sen-

sor) and 24.8 Mbps (with 2 sensors). With 4 sensors, the

bandwidth is saturated very quickly after 5 min (Fig. 6) and it
Fig. 4 – The SOCBox and Snort memory usage.
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causes losses of packets in the first place, and the breaking

of the communication link between the two sites in the sec-

ond place.

2.4.2. A network packet sniffer sends log to the SOCBox
During this test (Fig. 7), we flooded two sensors with Pings

(50,000 bytes each for 30 min). The logs are collected by Snort

which forwards them to the SOCBox located on another site.

Then we measure the bandwidth usage. The two sites are con-

nected using two Cisco 2600 routers with a 25 Mbps link.

The bandwidth usage during the log transfer towards

the SOCBox is stabilized around 730 kbps (Fig. 8(a)). Data

(153 MB) are transferred for 30 min (Fig. 8(b)).

With this transfer mode, when a massive attack occurs on

a site (generating too many logs), it is impossible to have

a real-time view of the security of the concerned site if the

SOCBox is located on another site. This is due to the fact

that data transfers to the SOCBox take a long time. Thus, the

major drawback of this log transfer mode is the time induced

by the redirection of log to the remote SOCBox. This can take

from a few minutes to several hours, which is unacceptable in

a network security supervision.
2.5. Why new architecture?

To overcome the limitations of the centralized SOCs, we pro-

pose a new distributed architecture called DSOC. This archi-

tecture is designed to be scalable, to support wide networks

and to be highly available.
3. The DSOC architecture

3.1. General view

The DSOC is composed of four components based on the CIDF

specifications (Staniford-Chen et al., 1998): data collectors

(CBoxes), remote data collectors (R-CBoxes), Local Analyzers

(LAs) and a Global Analyzer (GA). These global and simplified

types of architecture are shown in Figs. 9 and 10.
al security architecture for intrusion detection on computer
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3.1.1. Data collection box
A CBox collects logs from sensors located on the same seg-

ment of a network. A sensor can be a host, a server, a fire-

wall, an IDS or any system that generates logs. The

advantage of our log collection approach is that no software

has to be installed on the sensors. Moreover, our system is

compatible with a wide range of hardware and software

(Iv2 Technologies). A CBox formats logs and sends them to

a local intrusion database (lidb). On each site we have one

or several CBoxes and one of them acts as a Master CBox

(M-CBox). The M-CBox is responsible for the management

of all the CBoxes located on the same site. It polls regularly

the other CBoxes and when a CBox is down, the M-CBox will

collect data on the segment of the failed CBox. Each Master

CBox also has a backup which polls it regularly and will be-

come Master if need be.
Fig. 6 – Bandwidth usage when flooding 1, 2 and 4 hosts.
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3.1.2. Remote data collector
An R-CBox is a special CBox which collects logs coming from

some critical sensors and from sensors hosting security tools

on any site. Afterwards, logs are forwarded to the local intru-

sion database of another site and are analyzed to give the ap-

proximate security level of the concerned site in real-time.

This helps to anticipate a reaction when a critical intrusion oc-

curs or to investigate and troubleshoot a site that could be

compromised, even if a hacker erases the logs on the compro-

mised sensors (including the security tools).

3.1.3. The local analyzer
A Local Analyzer (LA) is responsible for intrusion detection on

any site of a network. It analyzes formatted logs located in a lo-

cal intrusion database (lidb) and generates alerts. Afterwards,

it correlates the alerts to find more complex intrusions (intru-

sions composed of several events, distributed intrusions,

intrusions directed to many sensors, etc.). The LA also com-

pacts alerts by merging similar ones. All the alerts generated

by an LA are sent to the global intrusion database (gidb). The

gidb can have a mirror of itself for high availability purpose.

The internal architecture of a Local Analyzer is described in

Fig. 11.

3.1.4. The Global Analyzer
The Global Analyzer (GA) is a chosen LA responsible for global

intrusion detection in a network. It analyzes alerts from the

gidb, correlates and merges them if possible to generate opti-

mized outputs. It is also able to detect more sophisticated in-

trusions that are directed to several sites. The GA regularly

polls the other LAs and when one of them is down, the GA de-

tects the occurring intrusion into the concerned site.

Another LA acts as the backup of the GA and polls it regu-

larly. When the GA is down, the backup becomes the GA and

another backup is elected. The DSOC architecture was

designed bearing in mind that the data flow processed on

the different sites of the network is not always homogeneous.
al security architecture for intrusion detection on computer
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Indeed, on some sites, a large amount of data is processed and

in this kind of situation, several CBoxes are needed for data

gathering.

Even though a single CBox has to be installed on each seg-

ment, installing several CBoxes on the same segment is not

excluded when the sensors located in this part of the network

are operating under high workloads.

In quieter sites, only one CBox can be used to collect data

coming from all the sensors.

The DSOC also implements the different types of boxes de-

fined for network intrusion detection systems in (Northcutt

and Novak, 2002). However, beside the pure technical aspects

involved in such implementations, it is necessary to consider

the supervision of an IT infrastructure as a full operational

project.
Fig. 8 – Bandwidth usage and log file size when Snort forwards

forwards data to a remote SOCBox. (b) Log file size when Snort
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3.2. Data collection

With DSOC, data is collected from heterogeneous sources us-

ing transport protocols such as syslog, snmp, smtp, html, etc.

Data collection process is setups using two kinds of agents:

protocol and application agents. The former collect informa-

tion from sensors, the latter parse information for storage in

a ‘‘pseudo-standard’’ format. These two modules are con-

nected by a dispatcher. Such architecture allows high avail-

ability and load-balancing systems to be set at any level of

the architecture.

3.2.1. Protocol agents
Protocol agents are designed to receive information from spe-

cific transport protocols (syslog, snmp, etc.). They act as server
data to a remote SOCBox. (a) Bandwidth usage when Snort

is used to forward data to a remote SOCBox.

al security architecture for intrusion detection on computer
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side applications and their only purpose is to listen to incom-

ing connections from sensors and make collected data avail-

able to the dispatcher. The simplicity of such agents makes

them easy to implement and maintain.

The raw format storage is usually a simple file, although di-

rect transfer to the dispatcher through named pipes, sockets

or shared memory ensures better performance.

From a security point of view, the most important thing is

to ensure the integrity of data collected by agents. Therefore,

data is encapsulated in a secure tunnel.

3.2.2. Dispatcher and application agents
The dispatcher’s purpose is to determine the source-type of

an incoming event and then forward the original message to

the appropriate application agent. Once again, implementa-

tion is relatively trivial, once a specific pattern has been found

for each source-type from which the data may be received.

Here is the list of the autonomous operations performed by

the dispatcher:

� listening to an incoming channel from protocol agents, such

as a socket, a named pipe, a system V message queue, etc.

� checking pattern matching against a pattern database that

should be pre loaded in memory for performance

considerations.
Please cite this article in press as: Karim Ganame A et al., A glob
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� sending the original message to an application agent

through any suitable outgoing channel.

Application agents are formatting the messages so that

they match the generic model of the message database.

Autonomous operations performed by application agents

are

� listening to an incoming channel from dispatchers, such as

socket, named pipe, system V message queue etc.

� parsing the original message into standard fields.

� transmitting the formatted message to a local intrusion

database.
3.2.3. Messages
Working with data generated by different types of equipments

and transmitted via different transport protocols requires

a ‘‘standard’’ formatting. Although an effort has been made

to define a worldwide standard with IDMEF (Curry and Debar,

2003), it appears that the XML bus used is too heavy and re-

sources consuming, principally for event correlation. How-

ever, a separate translation process must be implemented

for IDMEF compliance. The DSOC database structure is given

in Fig. 12.
al security architecture for intrusion detection on computer
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3.2.4. Example of a data collection on a Linux 2.6 system
hosting an Apache 2.0 server
Let us assume that a DSOC monitors the security of Linux 2.6

system hosting an Apache 2.0 web server. When a user exe-

cutes an attack against the web server (a target identification

for example), events about the attack are forwarded by syslog

(acting as a transport agent) to a protocol agent of the DSOC

data collection module. When this agent receives messages,

it forwards them to the dispatcher which verifies their source
10.1.62.90:<33>snort[29036]: [1:974:2] WEB-IIS . access

[Classification: Attempted Information Leak] [Priority: 3]: {TCP}

10.1.21.186:4597/ 10.1.62.90:80
and sees that they come from an Apache 2.0 server. After that,

the dispatcher forwards messages to an Apache 2.0 applica-

tion agent which parses them and puts them in the DSOC

standard message format. This format is specially important

for correlation operations.

All security messages coming from the Linux 2.6 system

will be forwarded by the dispatcher to a Linux 2.6 application
Please cite this article in press as: Karim Ganame A et al., A glob
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agent. This agent will be responsible for putting messages in

the DSOC format.

Data collection process from a Linux 2.6 system hosting an

Apache 2.0 server is showed on Fig. 13. To be analyzed, a mes-

sage must be in DSOC standard format.

3.2.5. Example of a Snort 1.8 alert formatting
The following lines show an example of a Snort 1.8 alert in

syslog format:
Based on regular expression in Perl, the following opera-

tions are performed by a DSOC dispatcher to identify a Snort

1.8.x alert in syslog format.

if ($line¼w/.*snort: \[\dþ:\dþ:\dþ\] .*){
send_to_snort_1.8_application_agent($line)}

}

al security architecture for intrusion detection on computer
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The application agent send_to_snort_1.8_application_agent

would perform the following operation to put the Snort 1.8

alert in the DSOC standard message format:
MSG_TYPE¼ ‘‘Snort 1.8’’;
if($line ¼w/(\d{1,3}\.\d{1,3}\.\d{1,3}\.\d{1,3}):.*snort.*

\[\dþ: (\dþ):\dþ\] (.*) \ [Classification: (.*)\] \ [Priority:. *\]:?
\{(.*)\} (.*):(.*)/ (.*):(.*)/) {

$sensor_id¼ $1;
$msg_type¼ $MSG_TYPE;
$epoch_time¼ timelocal((localtime) [0,1,2,3,4,5]);
$source¼ $6;
$target¼ $8; $proto¼ $5; $src_port¼ $7; $tgt_port¼ $9;
$intrusion_type¼ $intrusion_type [SnortIntrusionType($2)];

}

3.3. Correlation overview

The correlation purpose is to analyze complex information se-

quences and produce simple, synthesized and accurate
Please cite this article in press as: Karim Ganame A et al., A glob
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events. In order to generate such qualified events, five opera-

tions are to be performed:
� the first operation is to identify duplicates, set a specific flag

in order to keep the information and continue without keep-

ing multiple identical messages.
al security architecture for intrusion detection on computer
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� sequence pattern matching is the most common operation

performed by a correlation engine. Its purpose is to identify

a sequence of messages which would be characteristic of an

intrusion attempt. It makes it possible to identify ongoing

intrusion processes, as well as complex intrusion scenarios.

� time pattern matching is designed to include another im-

portant dimension in intrusion analysis: time. This is

mainly used for context management, as well as slow and

distributed intrusion processes.
Fig. 13 – Data collection from on a Linux 2.6

Please cite this article in press as: Karim Ganame A et al., A glob
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� system exposure and criticality analysis provide informa-

tion about the target system vulnerability to detect intrusion

attempts. Indeed, it seems in appropriate to have the DSOC

generating alerts concerning an intrusion scenario based on

vulnerability that the target system is not exposed to. An-

other piece of information is the criticality of the intrusion

i.e. its overall impact on the supervised system. This helps

to manage the priorities in terms of reaction to multiple

incidents.
system hosting an Apache 2.0 server.

al security architecture for intrusion detection on computer
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� security policy matching is a behavior-based filter that elim-

inates specific events if they match security policy criteria

such as administrator login, identification processes and au-

thorizations/restrictions.

A global overview of correlation operations is given in

Fig. 14.

3.3.1. Introduction to contexts
The analysis defined above is based upon a specific structure

called contexts. All correlation operations are performed

against these structures. In simple terms, the definition of

a context is the following: a container of formatted data

matching a common criteria (same source, same target,

same time, etc.). Therefore, any message stored in the format-

ted message database is to be part of one or more contexts.

Correlation operations will be done in parallel so that they

can be run simultaneously on each context. Two kinds of con-

text management approaches can be implemented. The first

one is to define independent and distinct contexts. Each
Please cite this article in press as: Karim Ganame A et al., A glob
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context will contain messages matching every criteria. We de-

fine such an architecture as an array of contexts. The second

approach is a hierarchical one. Top level contexts matching

a limited number of criteria are defined. Then sub-contexts,

based on different criteria, are created and so on. This will

be defined hereafter as context tree. Another important char-

acteristic of a context is its status. We define three distinct sta-

tuses as detailed below:

� Active, context matches specific criteria (usually based on

time but could be any other criteria), which could be a char-

acteristic of an ongoing intrusion process. Typically, such

a context appears to be under a heavy load from the arrival

of new messages and its analysis by the correlation engine

should be set to the highest possible priority.

� Inactive, such a context either does not match ‘‘active’’ cri-

teria or did not receive a specific closure code. This means

that it is no longer analyzed by the correlation engine, but

that it can be reactivated by the next message matching

the same context criteria.
al security architecture for intrusion detection on computer
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� Closed, in this state a context is completed. Any new mes-

sage matching this context criteria will create a new

context.

� Context status management is summarized in Fig. 15.
Fig. 16 – Analysis module structure.

3.3.2. Example of a time-base context
For example, events about multiple DOS attacks against

a same host and occurring approximately in the same time

will causes the creation of a time-based context. A correlation

using this context will generates a unique DDOS alert.

3.4. Data analysis

3.4.1. Structural and behavior-lead alerts
To generate alerts, the operations performed are the follow-

ing: correlation, structural analysis, intrusion path analysis

and behavior analysis. Correlation is a stand-alone operation

leading to the creation of contexts in which further analysis

will be made in order to check if they match the characteris-

tics of an intrusion attempt. Structural analysis may be com-

pared to an advanced pattern matching process, used to

determine if events stored within a certain context lead to

a known intrusion path or an attack tree (Schneier, 1999). In-

trusion path analysis is the next step the output of which pro-

vides the detected intrusion attempt with information about

the exposure of the targeted system. Then, the behavior anal-

ysis integrates elements from the security policy in order to

determine if the intrusion attempt is allowed or not.

The purpose of such operations is to generate alerts that do

not only match the structural path of intrusion (i.e. scan, fin-

gerprinting, exploiting, backdooring and cleaning), but also

take care of the security policy defined, as well as the critical-

ity of target systems.

3.4.2. Structural analysis
The purpose of structural analysis is to identify ongoing intru-

sion attempts, manage context inactivity status and context

closure conditions. In simple terms, structural analysis is

a set of operations performed by independent modules in

each context. Each module is activated by a specific message
Fig. 15 – Context status management.
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and performs analysis using ‘‘standard’’ semantics. The out-

put of the analysis modules is the result of several logical op-

erations between autonomous conditions against fields of

contexts. Fig. 16 describes members of such operations. Field

conditions have the following structure:

field operator Cfield j value> [!]

It appears that the power of structural analysis relies on

the number of operators made available. However, the very

structure of contexts provides embedded operations such as

source, target, port correlation. This not only increases the

number of ‘‘native’’ operators but also significantly improves

the performance of structural analysis. The ! sign indicates

that the field condition is to be matched in order to activate

the module.

Two kinds of events can activate analysis modules: mes-

sages and time.

� messages: as described above, some field conditions must

be matched in order to activate an analysis module. A

header containing field conditions to be met is then gener-

ated for each analysis module. Given the structure of analy-

sis module, it appears that the header will be a set of logical

OR operations, whose members will be the field conditions

that require the least amount of resources to be evaluated.

� time, the analysis module header may also contain timer in-

formation forcing the correlation to be evaluated. This is

mainly used for context closure and time-dependent intru-

sion detection such as (slow) portscans, brute forcing, etc.
3.4.3. Advanced correlation
Advanced correlation operations are performed in order to de-

fine the criticality of an intrusion attempt and evaluate if such

an intrusion attempt is permitted according to the security

policy.

This is mainly used to manage access to accounts but can

also be implemented in the case of pre-programmed audits,

portscans, etc. In such a situation a closure code is sent to

the context. Technically, this analysis is performed in exactly

the same way as structural analysis.

3.4.4. Example of correlation: detection of a distributed attack
The evaluation of the correlation capability of our system is

described on Fig. 17. The test take place in a real ISP network

which manages more than 50,000 subscribers. That ISP net-

work is composed by a core sub-net and several regional

sub-nets.
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Fig. 17 – Evaluation of the correlation capability of the DSOC.
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The scenario of this attack is the following:

From an external host, a user called Attacker compromises

three less secured hosts on the ISP network (Attacker 1 in re-

gional sub-net 1, Attacker 2 in the core sub-net and Attacker 3

in regional sub-net 2). From these hosts, he launches an attack

against a host named Victim and located in the core sub-net.

The attack is composed of the following actions:

� From Attacker 1 located in regional sub-net 1, he executes

a scan (with nmap) to detect open ports on Victim. He sees

that http and ssh are open on Victim.

� From Attacker 2 located in the core sub-net, he executes

a Nikto Attack against Victim.

� From Attacker 3 located in regional sub-net 2, he tries to gain

access to Victim using ssh.

In this test, the firewall (Cisco Pix) detects the scan and

a Snort sensor located in the core sub-net generates an alert

about the Nikto Attack. The alerts are sent to the DSOC. The

attempt to gain access to Victim is logged by syslog and this in-

formation is forwarded to the DSOC

Because these three actions have the same target (Victim)

and they take place approximatively in the same time, our

system creates a unique context which includes them and

performs a time-based correlation followed by a target

based correlation. Then, it generates a ‘‘suspicious behav-

ior’’ alert about actions coming from Attacker and targeted

to Victim. An alarm is also sent to the security manager

for advanced investigation on Attacker 1, Attacker 2 and

Attacker 3.

Without correlation, it would be impossible to detect this

attack. Our system is thus able to correlate alerts coming

from divers sources (firewalls, IDS, hosts, etc.) to generate
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a single alert. Many NIDS cannot detect this kind of multi-

events intrusion.
3.5. Security assessment

Ensuring that all goes well on any site is essential to the

monitoring of the security activity in a multi-site network.

The R-CBoxes are built for this purpose. While a CBox sends

data to the local intrusion database (lidb) of the site where it

is located, an R-CBox forwards data to the lidb of a remote

site. The analysis of forwarded data gives an approximate

view of the security level of the concerned site. When an in-

cident occurs, this can help with troubleshooting. Opera-

tions related to a site security level assessment are the

following:

� In each site S, the R-CBox collects data from the LA and

some critical sensors and sends it to the lidb of another site.

� The LA of the remote site which receives data from the R-

CBox analyzes it and generates alerts (each alert has a level

of criticality). Afterwards, an approximate security level of

site S is determined.

� The LA of site S analyzes data gathered by CBoxes, finds in-

trusion patterns on it and detects suspicious behavior. It

also determines the real security level of the site.

� The GA compares these two security levels and when there

is a significant deviation between them, a suspicious behav-

ior alert is generated. A significant deviation can be a sign of

the R-CBox or the LA compromise. This can also be due to

the fact that an intruder attempts to hide the compromise

of one or several sensors. In this case, an alarm is sent to

the security manager for advanced investigations.
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3.5.1. The site security level assessment process.
The site security level assessment process aims at making

sure that everything is working well in every branch of

a network.

In order to achieve this, we determine an approximate

level of security for each site according to the data gathered

by the R-CBoxes and an accurate level of security based on

the alerts generated by the CBoxes. We then compare the

two values. Given that the R-CBoxes are collecting their

data from the most critical sensors of the sites (the ones

that are the most likely to attract hackers), the estimated

level of security should be approximately equal to the offi-

cial level of security. If there is a big abnormality between

the two types of security level, then there is a problem on

the concerned site; should it be the case, an alarm is gener-

ated in order to carry out an in-depth inspection of the

vulnerable site.

3.5.2. Evaluation of the real level of a site security

Let X, Y and Z be a network site, a sensor, an alert respectively

and:

Xsl: the theoretical security level of a network site.

Ylsl: the theoretical local security level of a sensor (OS point of

view). We suppose that the more important a sensor is, the

more secure it is.

Yial: the theoretical capacity of a sensor to access the hosts of

the site where it is located.

Yeal: the theoretical capacity of a sensor to access the hosts of

the network other sites.

Zcl: the theoretical criticality level of each alert.

L, M, H: respectively, low, medium and high (the security level

of each alert).

� The theoretical security level (Ytsl) of a sensor is given by

Ytsl¼Xsl�Ylsl with:

Ytsl ¼

8>>><
>>>:

L if Xsl ¼ L & Ylsl ¼ L:

H

8<
:

if Xsl ¼
����

H
M

& Ylsl ¼ H k

if Xsl ¼ H & Ylsl ¼ M:
M in the other cases:

� The theoretical capacity of a sensor to access all the hosts of

a network (Ytac) is given by Ytac¼Yial �Yeal with:

Ytac ¼

8>>><
>>>:

L if Yial ¼ L & Yeal ¼ L:

H

8<
:

if Yial ¼ H
M

& Yeal ¼ H k
if Yial ¼ H & Yeal ¼ M:

M in the other cases:

� The real criticality level (Zrlc) of an alert Z on a sensor Y is

given by Zrlc¼Ytsl�Ytac� Zlc with:

Zrlc ¼

L if Zlc ¼ L cYtsl and Ytac:

M

8<
:

if Zlc ¼ M cYtsl and Ytac k
if Zlc ¼ H & Ytsl ¼ H & Ytac ¼

����
M
L
:

H if Zlc ¼ H & Ytsl ¼
����

L
M

cYtac k

H if Zlc ¼ H & Ytsl ¼ H & Ytac ¼ H:

8>>>>>>>>>><
>>>>>>>>>>:
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� The real level of security of a site X (Xrsl) is given by

Xrsl ¼

8<
:

H if T
�
X; ðZrlciÞ1�i�n

�
¼ L:

M if T
�
X; ðZrlciÞ1�i�n

�
¼ M:

L if T
�
X; ðZrlciÞ1�i�n

�
¼ H:

with TðA;BÞ a function which gives the greatest criticality level

of all the generated alerts ðBÞ for a site A. This function is ex-

ecuted by the LAs.

3.5.3. Dimensioning the R-CBoxes
In order to analyze the data collected by the R-CBoxes thus en-

abling us to give an approximate view of the security level of

a site X (called Xasl), the R-CBoxes must collect data from sen-

sors which are the most likely to attract hackers (sensors host-

ing confidential or important data) and sensors hosting

security tools (LAs, Firewalls, IDS, etc.). The approximate secu-

rity level (Xasl) of a site X is given by

Xasl ¼

8<
:

H if T
�
X; ðZrlciÞ1�i�n

�
¼ L:

M if T
�
X; ðZrlciÞ1�i�n

�
¼ M:

L if T
�
X; ðZrlciÞ1�i�n

�
¼ H:

with TðA;BÞ a function which gives the greatest criticality level

of all the alerts ðBÞ generated by analyzing the logs gathered by

the R-CBoxes of a remote site A. Under normal conditions, we

have

XaslzXrsl:

A great deviation between Xrsl and Xasl generates an alarm;

this can be the sign of one or several R-CBoxes being compro-

mised. This can also be an attempt to hide the compromise of

one or several sensors.

3.5.4. Protecting the communications between the
DSOC components
One of the key points here is to make sure that no illegitimate

computer will act as an LA, a CBox or an R-CBox in order to get

privileged access to the system. To ensure the security of our

system, any LA or any R-CBox that needs to exchange infor-

mation with another LA has to use a certificate to prove its

identity. Moreover, all the communications between the LAs

(also including the GA) and the communications between

the R-CBoxes and the LAs will have to pass through an encryp-

ted tunnel, available via the SSL protocol.
4. Experiment results

4.1. Detection of an intrusion which uses a relay

The intrusion detection capabilities and the performance of

the Local Analyzers were studied in our recent work (Ganame

et al., 2006). The goal of the present evaluation is to check the

aptitude of the DSOC for detecting an intrusion which uses

a relay (Fig. 18).

The scenario of this attack is the following:

Attacker wants to hack a host (called Victim) located on the

ISP site and hosting information about subscribers. His idea is

to gain access to Victim by brute force attack and to steal data

about subscribers. The ISP network is well secured and Victim

can be accessed only from special hosts on the Management
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Fig. 18 – Evaluation of the DSOC aptitude for detecting an intrusion which uses a relay.
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LAN (for maintenance purpose) and on our lab site. Attacker

tries to compromise Victim and unfortunately for him, all his

actions are refused. On second thoughts, he infers that it

would be easier for him to try to hack Victim from hosts lo-

cated on another network site. After multiple attempts, he

compromises a host (Victim1) on our lab site (less secured for

the evaluation purpose). Afterwards, he launches the attack

consisting of the following actions:

� From Victim1, he executes a quick scan with nmap to detect

open ports on Victim. He sees that ssh and mysql are open on

Victim.

� From Victim1 he launches a brute force attack with THC-Hy-

dra (THC, 2006) to gain access to the mysql database of

Victim.

During this test, the behavior of the DSOC is the following:

(1) The ISP site LA generates alerts about the brute force at-

tack on Victim (multiple ‘‘authentication failed’’ messages

are sent to the local intrusion database and a unique alert

‘‘brute force attack’’ is sent to the global intrusion

database).

(2)

� The LA of our lab site generates alerts about the multiple

attempts at access to Victim1 (‘‘portscan detection’’, some

‘‘authentication failed’’, a ‘‘authentication successful’’

and ‘‘su: privileges gained’’). These alerts are sent to the

global intrusion database.
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� The R-CBox of our lab site gathers data from the LA, the

Firewall and Victim1 and sends it to the local intrusion da-

tabase of the ISP site. Data is about actions like ‘‘ports-

can’’ and ‘‘authentication failed’’.

� The ISP site LA generates alerts by analyzing data gath-

ered by our lab site R-CBox and gives an approximate se-

curity level of our lab site.

(3) The ISP site LA generates alerts about the scan (detected by

the firewall) and the brute force attack (detected by analyz-

ing Victim logs). These alerts are sent to the global intrusion

database.

Comments. Because the scan and the brute force attack have

the same target and they take place approximately at the same

time, the LA of the ISP site matches them with the same

context (time-based correlation) and generates a unique alert.

Due to the fact that one of the steps of the attack (the brute

force attack) is carried out by 2 hosts (Attacker and Victim1) on

the same target (Victim), a second correlation is performed by

the ISP site LA (acting as the GA). The purpose of this correla-

tion is to verify if there exists a relation between both at-

tempts at brute force attack. The GA sees that Attacker

attempted to access Victim1. Then, it generates a ‘‘suspicious

behavior’’ alert about a ‘‘probable compromission of Victim

1’’. An information alarm is also sent to the security manager

for advanced investigation of Victim1.

In short, we can say that our system is able to detect an at-

tack which occurs simultaneously on several sites of a net-

work. Most IDs cannot detect this kind of attacks.
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Fig. 19 – Isolation attack of a site with the DSOC.
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4.2. Behavior of the DSOC when a strong attack occurs
on a site

To verify the DSOC behavior when a strong attack occurs on

a network site, the following test is carried out.

A hacker initiates an attack on a network composed of 3

sites connected by VPN links (Fig. 19).

The Global Analyzer (GA) is installed on site A, a local ana-

lyzer (LA) is installed on site B, another LA is installed on site C

and Scanlogd (Openwall-Project, 2006) is installed on the sen-

sors to detect the portscans.

After scanning the network, the hacker sees open ports on

sensors located on site B and decides to hack this site. Using

a traffic generator, he floods site B. The goal of this operation

is to camouflage his intrusion in a high data flow. Then, he

launches an attack on site B to steal data.

The behavior of the DSOC. During the scan of site B, the LA

of this site detects the scan (data about the scan is collected by

Scanlogd) and generates alerts. The R-CBox receives data from

some critical sensors and forwards it to the LA of site A (acting

as the GA). The GA analyzes data coming from the R-CBox of

the site B and detects that a scan is occurring on this site. After

that, it evaluates the approximate level of site B security and

concludes that there is no significant intrusion activity on

site B. Operations performed on each site during this attack

are the following:
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4.2.1. On site B

� The LA generates the alerts, merges and correlates them.

Then, it assesses the real level of security of site B and for-

wards this information to the GA. Afterwards, it forwards

the alerts to the global intrusion database (gidb) located on

site A. Only merged and correlated alerts are transmitted

to the gidb via the VPN link. This minimizes the communi-

cation through the VPN and optimizes the link use.

� The R-CBox of the site B gathers data coming from some

critical sensors and sends them to GA.
4.2.2. On site A

� The GA analyzes data coming from the site B R-CBox and

generates alerts. Then, it determines site B approximate se-

curity level. It sees that intrusive activity is occurring on site

B. For this reason, the GA sends an information alarm to the

security administrator. Afterwards, it compares site B real

security level to the approximate one and sees that they

are similar. The GA concludes that neither the LA nor the

R-CBox is compromised.

The security administrator being informed by the GA that

an intrusion is in progress on site B, he blacklists the source
al security architecture for intrusion detection on computer



Fig. 21 – Comparison between the SOCBox and the DSOC

bandwidth usage.
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of the attack and analyzes the alerts to see the actions carried

out by the hacker.

Comments. The bandwidth usage during this test is shown

in Fig. 20. The graph in this figure can be divided into 3 parts:

- In the first part, the alerts generated by site B LA about the

portscan are forwarded to the GA located on a remote site.

This transfer of data uses 9 kbps of bandwidth.

- In the second part of the graph, the site B R-CBox gathers

data about the portscan and sends it to the GA. This trans-

fer of data uses 14 kbps of bandwidth.

- The third part of the graph presents the bandwidth usage

when site B LA transfers data about the attacks carried out

on the sensors to the Global Analyzer (GA).

We notice a variation of the bandwidth usage during the

test with peaks around 55 kbps when both the LA and the R-

CBox forward data to the GA.

This test also shows that the DSOC makes it possible to see

in real-time that an intrusion is in progress on site B. This per-

mits to blacklist the source of the attack and to prevent the

theft of data. A centralized SOC is unable to detect this kind

of attack.

4.3. Comparison between the SOCBox and the DSOC
bandwidth usage

The comparison between the SOCBox and the DSOC band-

width usage is shown in Fig. 21.

The first curve (at the top of Fig. 21) shows the bandwidth

usage when 2 sensors located on the same site send their

logs to a centralized SOC located on another site (for more de-

tails, see Fig. 1). The results are obtained by flooding the sen-

sors with Ping packets of 1460 bytes for 30 min. The sites are

connected by a 25 Mbps link.

The second curve (at the bottom of Fig. 21) shows the band-

width usage when a DSOC monitors the security of 2 sites A

and B (more details about the test are given in Fig. 19). The

GA is located on site A and an LA is installed on site B. The sen-

sors are flooded in the same conditions as the centralized SOC

(first curve) and some attacks are carried out on the sensors

during the flood.
Fig. 20 – Bandwidth usage when an LA forwards alerts to

the GA.
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In this test, any centralized SOC would give the same result

as the SOCBox.

Conclusion. With the DSOC, we use around 443 times less

bandwidth than with a centralized SOC. This is explained by

the following facts:

- When a centralized SOC gathers data from a remote site,

data is forwarded to it in a raw format. The stronger an at-

tack, the greater amount of data is forwarded.

- With the DSOC, intrusions are detected by the LA locally

on site B. Afterwards, the alerts are merged and correlated

before being transmitted to the GA. This reduces the

quantity of data to be forwarded to the GA.
5. Related work

To overcome the limitations of the traditional IDS which are

unable to detect complex attacks, several types of IDS have

been proposed and tested like distributed ones (Ajith et al.,

2005; Lee et al., 2005; Li et al., 2004). DSCIDS (Ajith et al., 2005)

is a distributed IDS composed of two elements: intelligent

agents which collect data on each host and send them to a cen-

tral unit called Analyzer/Controller. The Analyzers/Controllers

are built hierarchically and each one manages several collec-

tion agents. They are also responsible for data analysis and

alert correlation. To detect complex intrusions, the collabora-

tion of several intelligent agents is needed. Lee et al. (2005)

proposed a distributed intrusion detection system which cor-

relates alerts in real-time. In each network, a sensor collects

data and eliminates redundant information. Afterwards data

is analyzed for intrusion detection. Correlation is carried out

to detect complex intrusions like distributed ones and if there

is great similarity between several alerts, they are merged.

Other methods based on a P2P approach were proposed for

scalability purpose. One of the best-known methods is INDRA

(Janakiraman et al., 2003). With INDRA, each host runs a dae-

mon which analyzes local intrusions and provides controlled

access to resources. When a host detects an intrusion,
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a multi-cast message is sent to the other hosts which check

the integrity of the message and blacklist the source of the in-

trusion if need be.

Cooperation of IDSs is still ongoing work (Gowadia et al.,

2005) (Yu et al., 2005). PAID (Gowadia et al., 2005) is a coopera-

tive agent-based intrusion detection system. In PAID architec-

ture, each agent is autonomous. It detects intrusions and

collaborates with the other agents to detect complex intru-

sions. With TRINETR (Yu et al., 2005), an intelligent agent col-

lects data on each host of a network and sends it to

a coordination agent which analyzes data to find intrusion

patterns. When the coordination agent needs information to

deduce whether or not there is an intrusion, it can request

a particular collection agent.
6. Conclusion

Intrusions are clearly taking place and thus there is a need for

operational supervision systems today. Our DSOC demon-

strates its capability to detect intrusions and to present their

status clearly. It also proves its ability to compact similar

alerts and to correlate alerts coming from heterogenous plat-

forms on several sites to detect more complex intrusions.

However, the development of some functionalities of the

Global Analyzer (the management of the LAs) must be accom-

plished to make our system entirely operational. This will en-

sure the system scalability and messages will be processed

better.
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